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Question 1 . ( 5 Marks) 

Use zero- through third-order Taylor series expansions to predict f(3) for  

 
using a base point at x = 1. Compute the true percent relative error εt for each 
approximation. 
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4.1 The Maclaurin series expansion for cos x is

cos x = 1 − x2

2
+ x4

4!
− x6

6!
+ x8

8!
− · · ·

Starting with the simplest version, cos x = 1, add terms one at a
time to estimate cos(π/3). After each new term is added, compute
the true and approximate percent relative errors. Use your pocket
calculator to determine the true value. Add terms until the absolute
value of the approximate error estimate falls below an error crite-
rion conforming to two significant figures.
4.2 Perform the same computation as in Prob. 4.1, but use the
Maclaurin series expansion for the sin x to estimate sin(π/3).

sin x = x − x3

3!
+ x5

5!
− x7

7!
+ · · ·

4.3 The following infinite series can be used to approximate ex :

ex = 1 + x + x2

2
+ x3

3!
+ · · · + xn

n!

(a) Prove that this Maclaurin series expansion is a special case of
the Taylor series expansion [(Eq. (4.7)] with xi = 0 and h = x . 

(b) Use the Taylor series to estimate f(x) = e−x at xi+1 = 1 for
xi = 0.2. Employ the zero-, first-, second-, and third-order ver-
sions and compute the |εt | for each case.

4.4 Use zero- through fourth-order Taylor series expansions to pre-
dict f(2.5) for f(x) = ln x using a base point at x = 1. Compute
the true percent relative error εt for each approximation. Discuss
the meaning of the results.
4.5 Use zero- through third-order Taylor series expansions to
predict f(3) for

f(x) = 25x3 − 6x2 + 7x − 88

using a base point at x = 1. Compute the true percent relative error
εt for each approximation.
4.6 Use forward and backward difference approximations of O(h)
and a centered difference approximation of O(h2) to estimate the
first derivative of the function examined in Prob. 4.5. Evaluate the
derivative at x = 2 using a step size of h = 0.2. Compare your
results with the true value of the derivative. Interpret your results
on the basis of the remainder term of the Taylor series expansion.
4.7 Use a centered difference approximation of O(h2) to estimate
the second derivative of the function examined in Prob. 4.5. Per-
form the evaluation at x = 2 using step sizes of h = 0.25 and
0.125. Compare your estimates with the true value of the second
derivative. Interpret your results on the basis of the remainder term
of the Taylor series expansion.

4.8 The Stefan-Boltzmann law can be employed to estimate the
rate of radiation of energy H from a surface, as in

H = AeσT 4

where H is in watts, A = the surface area (m2), e = the emissivity
that characterizes the emitting properties of the surface (dimen-
sionless), σ = a universal constant called the Stefan-Boltzmann
constant (= 5.67 × 10−8 W m−2 K−4), and T = absolute tempera-
ture (K). Determine the error of H for a steel plate with A =
0.15 m2, e = 0.90, and T = 650 ± 20. Compare your results with
the exact error. Repeat the computation but with T = 650 ± 40.
Interpret your results.
4.9 Repeat Prob. 4.8 but for a copper sphere with
radius = 0.15 ± 0.01 m, e = 0.90 ± 0.05, and T = 550 ± 20.
4.10 Recall that the velocity of the falling parachutist can be com-
puted by [Eq. (1.10)],

v(t) = gm
c

!
1 − e−(c/m)t"

Use a first-order error analysis to estimate the error of v at t = 6, if
g = 9.8 and m = 50 but c = 12.5 ± 1.5.
4.11 Repeat Prob. 4.10 with g = 9.8, t = 6, c = 12.5 ± 1.5, and
m = 50 ± 2.
4.12 Evaluate and interpret the condition numbers for
(a) f(x) =

#
|x − 1| + 1 for x = 1.00001

(b) f(x) = e−x for x = 10
(c) f(x) =

#
x2 + 1 − x for x = 300

(d) f(x) = e−x − 1
x

for x = 0.001

(e) f(x) = sin x
1 + cos x

for x = 1.0001π

4.13 Employing ideas from Sec. 4.2, derive the relationships from
Table 4.3.
4.14 Prove that Eq. (4.4) is exact for all values of x if f(x) =
ax2 + bx + c.
4.15 Manning’s formula for a rectangular channel can be written as

Q = 1
n

(BH)5/3

(B + 2H)2/3

√
S

where Q = flow (m3/s), n = a roughness coefficient, B = width
(m), H = depth (m), and S = slope. You are applying this formula
to a stream where you know that the width = 20 m and the
depth = 0.3 m. Unfortunately, you know the roughness and the
slope to only a ± 10% precision. That is, you know that the rough-
ness is about 0.03 with a range from 0.027 to 0.033 and the slope is
0.0003 with a range from 0.00027 to 0.00033. Use a first-order
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In a similar manner, additional terms can be included to develop the complete Taylor series
expansion:

f(xi+1) = f(xi ) + f ′(xi )(xi+1 − xi ) + f ′′(xi )
2!

(xi+1 − xi )2

+ f (3)(xi )
3!

(xi+1 − xi )3 + · · · + f (n)(xi )
n!

(xi+1 − xi )n + Rn (4.5)

Note that because Eq. (4.5) is an infinite series, an equal sign replaces the approximate sign
that was used in Eqs. (4.2) through (4.4). A remainder term is included to account for all
terms from n + 1 to infinity:

Rn = f (n+1)(ξ)

(n + 1)!
(xi+1 − xi )n+1 (4.6)

where the subscript n connotes that this is the remainder for the nth-order approximation
and ξ is a value of x that lies somewhere between xi and xi+1. The introduction of the ξ is so
important that we will devote an entire section (Sec. 4.1.1) to its derivation. For the time
being, it is sufficient to recognize that there is such a value that provides an exact determi-
nation of the error.

It is often convenient to simplify the Taylor series by defining a step size h= xi+1 − xi
and expressing Eq. (4.5) as

f(xi+1) = f(xi ) + f ′(xi )h + f ′′(xi )
2!

h2 + f (3)(xi )
3!

h3 + · · · + f (n)(xi )
n!

hn + Rn

(4.7)
where the remainder term is now

Rn = f (n+1)(ξ)

(n + 1)!
hn+1 (4.8)

EXAMPLE 4.1 Taylor Series Approximation of a Polynomial

Problem Statement. Use zero- through fourth-order Taylor series expansions to approx-
imate the function

f(x) = −0.1x4 − 0.15x3 − 0.5x2 − 0.25x + 1.2

from xi = 0 with h = 1. That is, predict the function’s value at xi+1 = 1.

Solution. Because we are dealing with a known function, we can compute values for
f (x) between 0 and 1. The results (Fig. 4.1) indicate that the function starts at f (0) = 1.2
and then curves downward to f (1) = 0.2. Thus, the true value that we are trying to predict
is 0.2.

The Taylor series approximation with n = 0 is [Eq. (4.2)]

f(xi+1) ≃ 1.2

80 TRUNCATION ERRORS AND THE TAYLOR SERIES
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Question 2. ( 7 Marks) 

Given  

f (x)	=	−2x6 −	1.6x4 +	12x +	1 

 
Use bisection and false-position to determine the roots of this function. Employ  

initial guesses of x =	0 and x =	1  

Bisection Method.     

False-position            

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

the x axis. A more detailed picture of the behavior of f (x) is obtained by changing the plot-
ting range from x = 3 to x = 5, as shown in Fig. 5.4b. Finally, in Fig. 5.4c, the vertical scale
is narrowed further to f (x) = −0.15 to f(x) = 0.15 and the horizontal scale is narrowed to
x = 4.2 to x = 4.3. This plot shows clearly that a double root does not exist in this region
and that in fact there are two distinct roots at about x = 4.23 and x = 4.26.

Computer graphics will have great utility in your studies of numerical methods. This
capability will also find many other applications in your other classes and professional
activities as well.

5.2 THE BISECTION METHOD

When applying the graphical technique in Example 5.1, you have observed (Fig. 5.1) that
f (x) changed sign on opposite sides of the root. In general, if f (x) is real and continuous in
the interval from xl to xu and f (xl) and f(xu) have opposite signs, that is,

f(xl) f(xu) < 0 (5.1)

then there is at least one real root between xl and xu.
Incremental search methods capitalize on this observation by locating an interval

where the function changes sign. Then the location of the sign change (and consequently,
the root) is identified more precisely by dividing the interval into a number of subintervals.
Each of these subintervals is searched to locate the sign change. The process is repeated
and the root estimate refined by dividing the subintervals into finer increments. We will
return to the general topic of incremental searches in Sec. 5.4.

The bisection method, which is alternatively called binary chopping, interval halving,
or Bolzano’s method, is one type of incremental search method in which the interval is al-
ways divided in half. If a function changes sign over an interval, the function value at the
midpoint is evaluated. The location of the root is then determined as lying at the midpoint
of the subinterval within which the sign change occurs. The process is repeated to obtain
refined estimates. A simple algorithm for the bisection calculation is listed in Fig. 5.5, and
a graphical depiction of the method is provided in Fig. 5.6. The following example goes
through the actual computations involved in the method.

124 BRACKETING METHODS

Step 1: Choose lower xl and upper xu guesses for the root such that the function changes
sign over the interval. This can be checked by ensuring that f (xl)f (xu) < 0.

Step 2: An estimate of the root xr is determined by

xr !

Step 3: Make the following evaluations to determine in which subinterval the root lies:
(a) If f (xl)f (xr) < 0, the root lies in the lower subinterval. Therefore, set xu = xr and

return to step 2.
(b) If f (xl)f (xr) > 0, the root lies in the upper subinterval. Therefore, set xl = xr and

return to step 2.
(c) If f (xl)f (xr) = 0, the root equals xr; terminate the computation.

xl " xu
#

2

FIGURE 5.5
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the root estimate is calculated. Previously calculated values are saved and merely reassigned
as the bracket shrinks. Thus, n + 1 function evaluations are performed, rather than 2n.

5.3 THE FALSE-POSITION METHOD

Although bisection is a perfectly valid technique for determining roots, its “brute-force” ap-
proach is relatively inefficient. False position is an alternative based on a graphical insight.

A shortcoming of the bisection method is that, in dividing the interval from xl to xu into
equal halves, no account is taken of the magnitudes of f (xl) and f (xu). For example, if f(xl)
is much closer to zero than f (xu), it is likely that the root is closer to xl than to xu (Fig. 5.12).
An alternative method that exploits this graphical insight is to join f (xl) and f (xu) by a
straight line. The intersection of this line with the x axis represents an improved estimate of
the root. The fact that the replacement of the curve by a straight line gives a “false position”
of the root is the origin of the name, method of false position, or in Latin, regula falsi. It is
also called the linear interpolation method.

Using similar triangles (Fig. 5.12), the intersection of the straight line with the x axis
can be estimated as

f(xl)

xr − xl
= f(xu)

xr − xu
(5.6)

which can be solved for (see Box 5.1 for details).

xr = xu − f(xu)(xl − xu)

f(xl) − f(xu)
(5.7)

132 BRACKETING METHODS

x

f (x)

f (xl)

f (xu)

xu

xl

xr

FIGURE 5.12
A graphical depiction of the
method of false position. Similar
triangles used to derive the
formula for the method are
shaded.
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Question 3. ( 8 Marks )  

Evaluate the following integral:  

∫ (1	 − 	𝑥	 − 	4𝑥3
	
+ 	2𝑥5)	𝑑𝑥	.

/0   

1. single application of the trapezoidal rule;  

2. composite trapezoidal rule, with n =	2 and 4;  

3. single applica- tion of Simpson’s 1/3 rule;  

4. Simpson’s 3/8 rule  

 

 

Multiple Trapezoidal Rule.     
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

21.2 SIMPSON’S RULES 621

TABLE 21.2 Newton-Cotes closed integration formulas. The formulas are presented in the
format of Eq. (21.5) so that the weighting of the data points to estimate the
average height is apparent. The step size is given by h = (b − a)/n.

Segments
(n) Points Name Formula Truncation Error

1 2 Trapezoidal rule (b − a) − (1/12)h3f ′′(ξ)

2 3 Simpson’s 1/3 rule (b − a) − (1/90)h5f (4)(ξ)

3 4 Simpson’s 3/8 rule (b − a) − (3/80)h5f (4)(ξ)

4 5 Boole’s rule (b − a) − (8/945)h7f (6)(ξ)

5 6 (b − a) − (275/12,096)h7f (6)(ξ)19f (x0) ! 75f (x1) ! 50f (x2) ! 50f (x3) ! 75f (x4) ! 19f (x5)"""""""
288

7f (x0) ! 32f (x1) ! 12f (x2) ! 32f (x3) ! 7f (x4)"""""
90

f (x0) ! 3f (x1) ! 3f (x2) ! f (x3)""""
8

f (x0) ! 4f (x1) ! f (x2)"""
6

f (x0) ! f (x1)""
2

(a)
FUNCTION Simp13 (h, f0, f1, f2)
Simp13 # 2*h* (f0!4*f1!f2) /6

END Simp13

(b)
FUNCTION Simp38 (h, f0, f1, f2, f3)
Simp38 # 3*h* (f0!3*(f1!f2)!f3) / 8

END Simp38

(c)
FUNCTION Simp13m (h, n, f)
sum # f(0)
DOFOR i # 1, n $ 2, 2
sum # sum ! 4 * fi ! 2 * fi!1

END DO 
sum # sum ! 4 * fn$1 ! fn
Simp13m # h * sum /3

END Simp13m

(d)
FUNCTION SimpInt(a,b,n,f)
h # (b $ a) / n
IF n # 1 THEN
sum # Trap(h,fn$1,fn)

ELSE
m # n
odd # n / 2 $ INT(n / 2)
IF odd % 0 AND n % 1 THEN
sum # sum!Simp38(h,fn$3,fn$2,fn$1,fn)
m # n $ 3

END IF
IF m % 1 THEN
sum # sum ! Simp13m(h,m,f)

END IF
END IF
SimpInt # sum

END SimpInt

FIGURE 21.13
Pseudocode for Simpson’s rules. (a) Single-application Simpson’s 1/3 rule, (b) single-
application Simpson’s 3/8 rule, (c) multiple-application Simpson’s 1/3 rule, and (d ) multiple-
application Simpson’s rule for both odd and even number of segments. Note that for all cases,
n must be &1.
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21.1 THE TRAPEZOIDAL RULE 609

or, using Eq. (21.7) to express Eq. (21.9) in the general form of Eq. (21.5),

I = (b − a)
! "# $

Width

f(x0) + 2
n−1%
i=1

f(xi ) + f(xn)

2n! "# $
Average height

(21.10)

Because the summation of the coefficients of f (x) in the numerator divided by 2n is equal
to 1, the average height represents a weighted average of the function values. According to
Eq. (21.10), the interior points are given twice the weight of the two end points f (x0) and
f (xn).

An error for the multiple-application trapezoidal rule can be obtained by summing the
individual errors for each segment to give

Et = − (b − a)3

12n3

n&

i=1
f ′′(ξi ) (21.11)

FIGURE 21.8
The general format and nomen-
clature for multiple-application
integrals.

f (x)

f (x0)

f (x1) f (x2)

f (x3)

f (xn – 3)
f (xn – 2)

f (xn – 1)

f (xn)

x0 xx1 x2 x3 xn – 3 xn – 2 xn – 1 xn

x0 = a xn = b

b – a 
nh =
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Question 4 ( 6 Marks ) 
Solve from t = 0 to 3 with h = 0.1 using Heun   

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 

25.1 Solve the following initial value problem over the interval from
t= 0 to 2 where y(0) = 1. Display all your results on the same graph.

dy
dt

= yt3 − 1.5y

(a) Analytically.
(b) Euler’s method with h = 0.5 and 0.25.
(c) Midpoint method with h = 0.5.
(d) Fourth-order RK method with h = 0.5.
25.2 Solve the following problem over the interval from x= 0 to 1
using a step size of 0.25 where y(0) = 1. Display all your results on
the same graph.

dy
dx

= (1 + 2x)
√
y

(a) Analytically.
(b) Euler’s method.
(c) Heun’s method without the corrector.
(d) Ralston’s method.
(e) Fourth-order RK method.
25.3 Use the (a) Euler and (b) Heun (without iteration) methods to
solve

d2y
dt2

− t + y = 0

where y(0) = 2 and y!(0) = 0. Solve from x = 0 to 4 using h = 0.1.
Compare the methods by plotting the solutions.
25.4 Solve the following problem with the fourth-order RK method:

d2y
dx2 + 0.5

dy
dx

+ 7y = 0

where y(0) = 4 and y!(0) = 0. Solve from x = 0 to 5 with h = 0.5.
Plot your results.
25.5 Solve from t = 0 to 3 with h = 0.1 using (a) Heun (without
corrector) and (b) Ralston’s 2nd-order RK method:

dy
dt

= y sin3(t) y(0) = 1

25.6 Solve the following problem numerically from t = 0 to 3:

dy
dt

= −y + t2 y(0) = 1

Use the third-order RK method with a step size of 0.5.
25.7 Use (a) Euler’s and (b) the fourth-order RK method to solve

dy
dx

= −2y + 4e−x

dz
dx

= − yz2

3

over the range x = 0 to 1 using a step size of 0.2 with y(0) = 2 and
z(0) = 4.
25.8 Compute the first step of Example 25.14 using the adaptive
fourth-order RK method with h = 0.5. Verify whether step-size
adjustment is in order.
25.9 If ε = 0.001, determine whether step size adjustment is
required for Example 25.12.
25.10 Use the RK-Fehlberg approach to perform the same calcula-
tion as in Example 25.12 from x = 0 to 1 with h = 1.
25.11 Write a computer program based on Fig. 25.7. Among other
things, place documentation statements throughout the program to
identify what each section is intended to accomplish.
25.12 Test the program you developed in Prob. 25.11 by duplicat-
ing the computations from Examples 25.1 and 25.4.
25.13 Develop a user-friendly program for the Heun method with
an iterative corrector. Test the program by duplicating the results in
Table 25.2.
25.14 Develop a user-friendly computer program for the classical
fourth-order RK method. Test the program by duplicating Exam-
ple 25.7.
25.15 Develop a user-friendly computer program for systems of
equations using the fourth-order RK method. Use this program to
duplicate the computation in Example 25.10.
25.16 The motion of a damped spring-mass system (Fig. P25.16)
is described by the following ordinary differential equation:

m
d2x
dt2

+ c
dx
dt

+ kx = 0

where x = displacement from equilibrium position (m), t = time
(s), m = 20-kg mass, and c = the damping coefficient (N · s/m).
The damping coefficient c takes on three values of 5 (under-
damped), 40 (critically damped), and 200 (overdamped). The
spring constant k= 20 N/m. The initial velocity is zero, and the ini-
tial displacement x = 1 m. Solve this equation using a numerical
method over the time period 0 ≤ t ≤ 15 s. Plot the displacement
versus time for each of the three values of the damping coefficient
on the same curve.

750 RUNGE-KUTTA METHODS
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Figure P25.16

k

c

x

m
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equation. It provides an estimate of yi+1 that allows the calculation of an estimated slope at
the end of the interval:

y′
i+1 = f

!
xi+1, y0

i+1
"

(25.14)

Thus, the two slopes [Eqs. (25.12) and (25.14)] can be combined to obtain an average slope
for the interval:

ȳ′ =
y′

i + y′
i+1

2
=

f(xi , yi ) + f
!
xi+1, y0

i+1
"

2
This average slope is then used to extrapolate linearly from yi to yi+l using Euler’s method:

yi+1 = yi +
f(xi , yi ) + f

!
xi+1, y0

i+1
"

2
h

which is called a corrector equation.
The Heun method is a predictor-corrector approach. All the multistep methods to be

discussed subsequently in Chap. 26 are of this type. The Heun method is the only one-step
predictor-corrector method described in this book. As derived above, it can be expressed
concisely as

Predictor (Fig. 25.9a): y0
i+1 = yi + f(xi , yi )h (25.15)

Corrector (Fig. 25.9b): yi+1 = yi +
f(xi , yi ) + f

!
xi+1, y0

i+1
"

2
h (25.16)

Note that because Eq. (25.16) has yi+l on both sides of the equal sign, it can be applied
in an iterative fashion. That is, an old estimate can be used repeatedly to provide an im-
proved estimate of yi+l. The process is depicted in Fig. 25.10. It should be understood that

25.2 IMPROVEMENTS OF EULER’S METHOD 721

FIGURE 25.10
Graphical representation of iterating the corrector of Heun’s method to obtain 
an improved estimate.

f(xi , yi ) + f (x

i+1 , y
i+1 )

yi + h

y i+
1

2

0
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Question 5.  ( 7 Marks )  
Use LU decomposition to solve the system. Show all the steps in the computation 
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10.1 Use the rules of matrix multiplication to prove that Eqs. (10.7)
and (10.8) follow from Eq. (10.6).
10.2 (a) Use naive Gauss elimination to decompose the following
system according to the description in Sec. 10.1.2.

7x1 + 2x2 − 3x3 = −12
2x1 + 5x2 − 3x3 = −20
x1 − x2 − 6x3 = −26

Then, multiply the resulting [L] and [U] matrices to determine
that [A] is produced. (b)Use LU decomposition to solve the system.
Show all the steps in the computation. (c)Also solve the system for
an alternative right-hand-side vector: {B}T = ⌊12 18 −6⌋.
10.3
(a) Solve the following system of equations by LU decomposition

without pivoting

x1 + 7x2 − 4x3 = −51
4x1 − 4x2 + 9x3 = 62
12x1 − x2 + 3x3 = 8

(b) Determine the matrix inverse. Check your results by verifying
that [A][A]−1 = [I ].

10.4 Solve the following system of equations using LU decompo-
sition with partial pivoting:

2x1 − 6x2 − x3 = −38
−3x1 − x2 + 7x3 = −34
−8x1 + x2 − 2x3 = −20

10.5 Determine the total flops as a function of the number of
equations n for the (a) decomposition, (b) forward-substitution,
and (c) back-substitution phases of the LU decomposition version
of Gauss elimination.

10.6 Use LU decomposition to determine the matrix inverse for the
following system. Do not use a pivoting strategy, and check your
results by verifying that [A][A]−1 = [I ].

10x1 + 2x2 − x3 = 27
−3x1 − 6x2 + 2x3 = −61.5

x1 + x2 + 5x3 = −21.5

10.7 Perform Crout decomposition on

2x1 − 5x2 + x3 = 12
−x1 + 3x2 − x3 = −8
3x1 − 4x2 + 2x3 = 16

Then, multiply the resulting [L] and [U] matrices to determine that
[A] is produced.
10.8 The following system of equations is designed to determine
concentrations (the c’s in g/m3) in a series of coupled reactors as a
function of the amount of mass input to each reactor (the right-hand
sides in g/day),

15c1 − 3c2 − c3 = 3300
−3c1 + 18c2 − 6c3 = 1200
−4c1 − c2 + 12c3 = 2400

(a) Determine the matrix inverse.
(b) Use the inverse to determine the solution.
(c) Determine how much the rate of mass input to reactor 3 must

be increased to induce a 10 g/m3 rise in the concentration of
reactor 1.

(d) How much will the concentration in reactor 3 be reduced if
the rate of mass input to reactors 1 and 2 is reduced by 700 and
350 g/day, respectively?

Now, Eq. (10.28) can be subtracted from Eq. (10.30) to yield

a11!x1 + a12!x2 + a13!x3 = b1 − b̃1 = E1

a21!x1 + a22!x2 + a23!x3 = b2 − b̃2 = E2 (10.31)

a31!x1 + a32!x2 + a33!x3 = b3 − b̃3 = E3

This system itself is a set of simultaneous linear equations that can be solved to obtain the
correction factors. The factors can then be applied to improve the solution, as specified by
Eq. (10.29).

It is relatively straightforward to integrate an iterative refinement procedure into com-
puter programs for elimination methods. It is especially effective for the LU decomposition
approaches described earlier, which are designed to evaluate different right-hand-side vec-
tors efficiently. Note that to be effective for correcting ill-conditioned systems, the E’s in
Eq. (10.31) must be expressed in double precision.

PROBLEMS
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10.1.2 LU Decomposition Version of Gauss Elimination

Although it might appear at face value to be unrelated to LU decomposition, Gauss elimi-
nation can be used to decompose [A] into [L] and [U]. This can be easily seen for [U],
which is a direct product of the forward elimination. Recall that the forward-elimination
step is intended to reduce the original coefficient matrix [A] to the form

[U ] =

⎡

⎣
a11 a12 a13

0 a′
22 a′

23

0 0 a′′
33

⎤

⎦ (10.9)

which is in the desired upper triangular format.
Though it might not be as apparent, the matrix [L] is also produced during the step.

This can be readily illustrated for a three-equation system,
[ a11 a12 a13
a21 a22 a23
a31 a32 a33

]{x1
x2
x3

}
=

{b1
b2
b3

}

The first step in Gauss elimination is to multiply row 1 by the factor [recall Eq. (9.13)]

f21 = a21

a11

and subtract the result from the second row to eliminate a21. Similarly, row 1 is multiplied by

f31 = a31

a11

276 LU DECOMPOSITION AND MATRIX INVERSION
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and the result subtracted from the third row to eliminate a31. The final step is to multiply
the modified second row by

f32 = a′
32
a′

22

and subtract the result from the third row to eliminate a′
32.

Now suppose that we merely perform all these manipulations on the matrix [A].
Clearly, if we do not want to change the equation, we also have to do the same to the right-
hand side {B}. But there is absolutely no reason that we have to perform the manipulations
simultaneously. Thus, we could save the f ’s and manipulate {B} later.

Where do we store the factors f21, f31, and f32? Recall that the whole idea behind the
elimination was to create zeros in a21, a31, and a32. Thus, we can store f21 in a21, f31 in a31,
and f32 in a32. After elimination, the [A] matrix can therefore be written as

⎡

⎢⎣

a11 a12 a13

f21 a′
22 a′

23

f31 f32 a′′
33

⎤

⎥⎦ (10.10)

This matrix, in fact, represents an efficient storage of the LU decomposition of [A],

[A] → [L][U ] (10.11)

where

[U ] =

⎡

⎢⎣

a11 a12 a13

0 a′
22 a′

23

0 0 a′′
33

⎤

⎥⎦

and

[L] =

⎡

⎣
1 0 0
f21 1 0
f31 f32 1

⎤

⎦

The following example confirms that [A] = [L][U ] .

EXAMPLE 10.1 LU Decomposition with Gauss Elimination

Problem Statement. Derive an LU decomposition based on the Gauss elimination
performed in Example 9.5.

Solution. In Example 9.5, we solved the matrix

[A] =
[ 3 −0.1 −0.2

0.1 7 −0.3
0.3 −0.2 10

]

After forward elimination, the following upper triangular matrix was obtained:

[U ] =
[ 3 −0.1 −0.2

0 7.00333 −0.293333
0 0 10.0120

]
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10.1.1 Overview of LU Decomposition

Just as was the case with Gauss elimination, LU decomposition requires pivoting to avoid
division by zero. However, to simplify the following description, we will defer the issue of
pivoting until after the fundamental approach is elaborated. In addition, the following
explanation is limited to a set of three simultaneous equations. The results can be directly
extended to n-dimensional systems.

Equation (10.1) can be rearranged to give

[A]{X} − {B} = 0 (10.2)

Suppose that Eq. (10.2) could be expressed as an upper triangular system:
⎡

⎣
u11 u12 u13
0 u22 u23
0 0 u33

⎤

⎦
{x1

x2
x3

}
=

{d1
d2
d3

}

(10.3)

Recognize that this is similar to the manipulation that occurs in the first step of Gauss
elimination. That is, elimination is used to reduce the system to upper triangular form.
Equation (10.3) can also be expressed in matrix notation and rearranged to give

[U ]{X} − {D} = 0 (10.4)

Now, assume that there is a lower diagonal matrix with 1’s on the diagonal,

[L] =
[ 1 0 0

l21 1 0
l31 l32 1

]

(10.5)

that has the property that when Eq. (10.4) is premultiplied by it, Eq. (10.2) is the result.
That is,

[L]{[U ]{X} − {D}} = [A]{X} − {B} (10.6)

If this equation holds, it follows from the rules for matrix multiplication that

[L][U ] = [A] (10.7)

and

[L]{D} = {B} (10.8)

A two-step strategy (see Fig. 10.1) for obtaining solutions can be based on Eqs. (10.4),
(10.7), and (10.8):

1. LU decomposition step. [A] is factored or “decomposed” into lower [L] and upper [U]
triangular matrices.

2. Substitution step. [L] and [U] are used to determine a solution {X} for a right-hand side
{B}. This step itself consists of two steps. First, Eq. (10.8) is used to generate an
intermediate vector {D} by forward substitution. Then, the result is substituted into
Eq. (10.4), which can be solved by back substitution for {X}.

Now, let us show how Gauss elimination can be implemented in this way.

10.1 LU DECOMPOSITION 275
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Question 6 . ( 7 Marks )  
Use least-squares regression to fit a straight line to : 

 
Along with the slope and intercept, compute the standard error of the estimate and the 
correlation coefficient. Plot the data and the regression line. 
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is normal and that your estimate of the standard deviation is valid,
compute the range (that is, the lower and the upper values) that en-
compasses 68% of the readings. Determine whether this is a valid
estimate for the data in this problem.
17.3 Use least-squares regression to fit a straight line to

x 0 2 4 6 9 11 12 15 17 19

y 5 6 7 6 9 8 7 10 12 12

Along with the slope and intercept, compute the standard error of
the estimate and the correlation coefficient. Plot the data and the
regression line. Then repeat the problem, but regress x versus y—
that is, switch the variables. Interpret your results.
17.4 Use least-squares regression to fit a straight line to

x 6 7 11 15 17 21 23 29 29 37 39

y 29 21 29 14 21 15 7 7 13 0 3

Along with the slope and the intercept, compute the standard error
of the estimate and the correlation coefficient. Plot the data and
the regression line. If someone made an additional measurement of
x = 10, y = 10, would you suspect, based on a visual assessment
and the standard error, that the measurement was valid or faulty?
Justify your conclusion.
17.5 Using the same approach as was employed to derive Eqs.
(17.15) and (17.16), derive the least-squares fit of the following
model:

y = a1x + e

That is, determine the slope that results in the least-squares fit for a
straight line with a zero intercept. Fit the following data with this
model and display the result graphically:

x 2 4 6 7 10 11 14 17 20

y 1 2 5 2 8 7 6 9 12

17.6 Use least-squares regression to fit a straight line to

x 1 2 3 4 5 6 7 8 9

y 1 1.5 2 3 4 5 8 10 13

(a) Along with the slope and intercept, compute the standard error
of the estimate and the correlation coefficient. Plot the data and
the straight line. Assess the fit. 

(b) Recompute (a), but use polynomial regression to fit a parabola
to the data. Compare the results with those of (a).

17.7 Fit the following data with (a) a saturation-growth-rate
model, (b) a power equation, and (c) a parabola. In each case, plot
the data and the equation.

x 0.75 2 3 4 6 8 8.5

y 1.2 1.95 2 2.4 2.4 2.7 2.6

17.8 Fit the following data with the power model (y = axb). Use
the resulting power equation to predict y at x = 9:

x 2.5 3.5 5 6 7.5 10 12.5 15 17.5 20

y 13 11 8.5 8.2 7 6.2 5.2 4.8 4.6 4.3

17.9 Fit an exponential model to

x 0.4 0.8 1.2 1.6 2 2.3

y 800 975 1500 1950 2900 3600

Plot the data and the equation on both standard and semi-logarithmic
graph paper.
17.10 Rather than using the base-e exponential model (Eq. 17.22),
a common alternative is to use a base-10 model,

y = α510β5x

When used for curve fitting, this equation yields identical results to
the base-e version, but the value of the exponent parameter (β5)
will differ from that estimated with Eq.17.22 (β1). Use the base-10
version to solve Prob. 17.9. In addition, develop a formulation to
relate β1 to β5.
17.11 Beyond the examples in Fig. 17.10, there are other models
that can be linearized using transformations. For example,

y = α4xeβ4x

Linearize this model and use it to estimate α4 and β4 based on the
following data. Develop a plot of your fit along with the data.

x 0.1 0.2 0.4 0.6 0.9 1.3 1.5 1.7 1.8

y 0.75 1.25 1.45 1.25 0.85 0.55 0.35 0.28 0.18

17.12 An investigator has reported the data tabulated below for an
experiment to determine the growth rate of bacteria k (per d), as a
function of oxygen concentration c (mg/L). It is known that such
data can be modeled by the following equation:

k = kmaxc2

cs + c2

where cs and kmax are parameters. Use a transformation to linearize
this equation. Then use linear regression to estimate cs and kmax and
predict the growth rate at c = 2 mg/L.

c 0.5 0.8 1.5 2.5 4

k 1.1 2.4 5.3 7.6 8.9
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line connecting the points. However, any straight line passing through the midpoint of the
connecting line (except a perfectly vertical line) results in a minimum value of Eq. (17.2)
equal to zero because the errors cancel.

Therefore, another logical criterion might be to minimize the sum of the absolute val-
ues of the discrepancies, as in

n!

i=1
|ei | =

n!

i=1
|yi − a0 − a1xi |

Figure 17.2b demonstrates why this criterion is also inadequate. For the four points shown,
any straight line falling within the dashed lines will minimize the sum of the absolute
values. Thus, this criterion also does not yield a unique best fit.

A third strategy for fitting a best line is the minimax criterion. In this technique, the line
is chosen that minimizes the maximum distance that an individual point falls from the
line. As depicted in Fig. 17.2c, this strategy is ill-suited for regression because it gives
undue influence to an outlier, that is, a single point with a large error. It should be noted that
the minimax principle is sometimes well-suited for fitting a simple function to a compli-
cated function (Carnahan, Luther, and Wilkes, 1969).

A strategy that overcomes the shortcomings of the aforementioned approaches is to
minimize the sum of the squares of the residuals between the measured y and the y calcu-
lated with the linear model

Sr =
n!

i=1
e2
i =

n!

i=1
(yi,measured − yi,model)

2 =
n!

i=1
(yi − a0 − a1xi )2 (17.3)

This criterion has a number of advantages, including the fact that it yields a unique line for
a given set of data. Before discussing these properties, we will present a technique for de-
termining the values of a0 and a1 that minimize Eq. (17.3).

17.1.2 Least-Squares Fit of a Straight Line

To determine values for a0 and a1, Eq. (17.3) is differentiated with respect to each coeffi-
cient:

∂Sr
∂a0

= −2
!

(yi − a0 − a1xi )

∂Sr
∂a1

= −2
!

[(yi − a0 − a1xi )xi ]

Note that we have simplified the summation symbols; unless otherwise indicated, all sum-
mations are from i = 1 to n. Setting these derivatives equal to zero will result in a minimum
Sr. If this is done, the equations can be expressed as

0 =
!

yi −
!

a0 −
!

a1xi

0 =
!

yi xi −
!

a0xi −
!

a1x2
i
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Now, realizing that !a0 = na0, we can express the equations as a set of two simultaneous
linear equations with two unknowns (a0 and a1):

na0 +
!"

xi

#
a1 =

"
yi (17.4)

!"
xi

#
a0 +

!"
x2

i

#
a1 =

"
xi yi (17.5)

These are called the normal equations. They can be solved simultaneously

a1 = n!xi yi − !xi!yi

n!x2
i − (!xi )2 (17.6)

This result can then be used in conjunction with Eq. (17.4) to solve for

a0 = ȳ − a1 x̄ (17.7)

where ȳ and x̄ are the means of y and x, respectively.

EXAMPLE 17.1 Linear Regression

Problem Statement. Fit a straight line to the x and y values in the first two columns of
Table 17.1.

Solution. The following quantities can be computed:

n = 7
"

xi yi = 119.5
"

x2
i = 140

"
xi = 28 x̄ = 28

7
= 4

"
yi = 24 ȳ = 24

7
= 3.428571

Using Eqs. (17.6) and (17.7),

a1 = 7(119.5) − 28(24)

7(140) − (28)2 = 0.8392857

a0 = 3.428571 − 0.8392857(4) = 0.07142857

458 LEAST-SQUARES REGRESSION

TABLE 17.1 Computations for an error analysis of the linear fit.

xi yi (yi ! y!)2 (yi ! a0 ! a1xi)2

1 0.5 8.5765 0.1687
2 2.5 0.8622 0.5625
3 2.0 2.0408 0.3473
4 4.0 0.3265 0.3265
5 3.5 0.0051 0.5896
6 6.0 6.6122 0.7972
7 5.5 4.2908 0.1993
! 24.0 22.7143 2.9911
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difference between the two quantities, St − Sr, quantifies the improvement or error reduc-
tion due to describing the data in terms of a straight line rather than as an average value.
Because the magnitude of this quantity is scale-dependent, the difference is normalized to
St to yield

r2 = St − Sr

St
(17.10)

where r2 is called the coefficient of determination and r is the correlation coefficient
(=

√
r2). For a perfect fit, Sr = 0 and r = r2 = 1, signifying that the line explains 100 per-

cent of the variability of the data. For r = r2 = 0, Sr = St and the fit represents no im-
provement. An alternative formulation for r that is more convenient for computer imple-
mentation is

r = n!xi yi − (!xi )(!yi )!
n!x2

i − (!xi )
2
!

n!y2
i − (!yi )

2
(17.11)
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difference between the two quantities, St − Sr, quantifies the improvement or error reduc-
tion due to describing the data in terms of a straight line rather than as an average value.
Because the magnitude of this quantity is scale-dependent, the difference is normalized to
St to yield

r2 = St − Sr

St
(17.10)

where r2 is called the coefficient of determination and r is the correlation coefficient
(=

√
r2). For a perfect fit, Sr = 0 and r = r2 = 1, signifying that the line explains 100 per-

cent of the variability of the data. For r = r2 = 0, Sr = St and the fit represents no im-
provement. An alternative formulation for r that is more convenient for computer imple-
mentation is
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statistics. In addition, if these criteria are met, a “standard deviation” for the regression line
can be determined as [compare with Eq. (PT5.2)]

sy/x =
!

Sr

n − 2
(17.9)

where sy/x is called the standard error of the estimate. The subscript notation “y/x” desig-
nates that the error is for a predicted value of y corresponding to a particular value of x.
Also, notice that we now divide by n − 2 because two data-derived estimates—a0 and a1—
were used to compute Sr; thus, we have lost two degrees of freedom. As with our discus-
sion of the standard deviation in PT5.2.1, another justification for dividing by n − 2 is that
there is no such thing as the “spread of data” around a straight line connecting two points.
Thus, for the case where n = 2, Eq. (17.9) yields a meaningless result of infinity.

Just as was the case with the standard deviation, the standard error of the estimate
quantifies the spread of the data. However, sy/x quantifies the spread around the regression
line as shown in Fig. 17.4b in contrast to the original standard deviation sy that quantified
the spread around the mean (Fig. 17.4a).

The above concepts can be used to quantify the “goodness” of our fit. This is particu-
larly useful for comparison of several regressions (Fig. 17.5). To do this, we return to the
original data and determine the total sum of the squares around the mean for the dependent
variable (in our case, y). As was the case for Eq. (PT5.3), this quantity is designated St. This
is the magnitude of the residual error associated with the dependent variable prior to re-
gression. After performing the regression, we can compute Sr, the sum of the squares of the
residuals around the regression line. This characterizes the residual error that remains after
the regression. It is, therefore, sometimes called the unexplained sum of the squares. The

460 LEAST-SQUARES REGRESSION

FIGURE 17.4
Regression data showing (a) the spread of the data around the mean of the dependent variable
and (b) the spread of the data around the best-fit line. The reduction in the spread in going from
(a) to (b), as indicated by the bell-shaped curves at the right, represents the improvement due to
linear regression.
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(1) the location of the center of the distribution of the data and (2) the degree of spread of
the data set.

The most common location statistic is the arithmetic mean. The arithmetic mean (ȳ)

of a sample is defined as the sum of the individual data points (yi) divided by the number
of points (n), or

ȳ = !yi

n
(PT5.1)

where the summation (and all the succeeding summations in this introduction) is from
i = 1 through n.

The most common measure of spread for a sample is the standard deviation (sy) about
the mean,

sy =
!

St

n − 1
(PT5.2)

where St is the total sum of the squares of the residuals between the data points and the
mean, or

St = !(yi − ȳ)2 (PT5.3)

Thus, if the individual measurements are spread out widely around the mean, St (and, con-
sequently, sy) will be large. If they are grouped tightly, the standard deviation will be small.
The spread can also be represented by the square of the standard deviation, which is called
the variance:

s2
y = !(yi − ȳ)2

n − 1
(PT5.4)

Note that the denominator in both Eqs. (PT5.2) and (PT5.4) is n − 1. The quantity n − 1 is
referred to as the degrees of freedom. Hence St and sy are said to be based on n − 1 degrees
of freedom. This nomenclature derives from the fact that the sum of the quantities upon
which St is based (that is, ȳ − y1, ȳ − y2, . . . , ȳ − yn ) is zero. Consequently, if ȳ is known
and n − 1 of the values are specified, the remaining value is fixed. Thus, only n − 1 of the
values are said to be freely determined. Another justification for dividing by n − 1 is the
fact that there is no such thing as the spread of a single data point. For the case where n = 1,
Eqs. (PT5.2) and (PT5.4) yield a meaningless result of infinity.

It should be noted that an alternative, more convenient formula is available to compute
the standard deviation,

s2
y = !y2

i − (!yi )
2 /n

n − 1

This version does not require precomputation of ȳ and yields an identical result as
Eq. (PT5.4).

442 CURVE FITTING

cha01064_p05.qxd  3/20/09  1:34 PM  Page 442

(1) the location of the center of the distribution of the data and (2) the degree of spread of
the data set.

The most common location statistic is the arithmetic mean. The arithmetic mean (ȳ)
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and n − 1 of the values are specified, the remaining value is fixed. Thus, only n − 1 of the
values are said to be freely determined. Another justification for dividing by n − 1 is the
fact that there is no such thing as the spread of a single data point. For the case where n = 1,
Eqs. (PT5.2) and (PT5.4) yield a meaningless result of infinity.

It should be noted that an alternative, more convenient formula is available to compute
the standard deviation,

s2
y = !y2

i − (!yi )
2 /n

n − 1

This version does not require precomputation of ȳ and yields an identical result as
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